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Abstract

By plotting the quantiles of one sample against the
quantiles of another sample, we can visually inspect
whether the two samples originate from populations
with a similar distribution. Here, we apply this idea to
the problem of comparing multiple classifiers.
Within the same study, classifiers are generally compared on the basis of the same data resampling scheme.
For example, assume that n classifiers are compared
with respect to a performance measure X in k-fold
cross-validation. For each classifier i = 1..n, we
then obtain a sample xi of k performance values (1 per
fold); hence, all samples have the same size k. Therefore, for two samples x1 and x2 , the corresponding
quantile-quantile plot simplifies to a plot of the ordered
(from smallest to largest) values x1 = (x11 , x12 , ...x1k )
against the ordered values x2 = (x21 , x22 , ...x2k ). For
example, assume that we compare two classifiers, A and
B, on the basis of accuracy in 10-fold cross-validation.
A achieves xA =(0.72, 0.75, 0.65, 0.67, 0.60, 0.63, 0.70,
0.78, 0.79, 0.80), and B achieves xB =(0.83, 0.85, 0.87,
0.82, 0.90, 0.92, 0.95, 0.97, 0.75, 0.80). By first ordering and then plotting the values of xB against the values
of xB , we obtain the corresponding quantile-quantile
plot. If both classifiers performed about the same, then
the values of B would fall along the 45◦ line.
We define a null QQ plot as the quantile-quantile plot
of all n classifiers against a null model (Figure 1). Producing null QQ plots consists of only three simple steps:
(i) define a suitable null model; (ii) for each model
including the null model, order the resampled performance values from smallest to largest; and (iii) plot the
ordered values of each model against the ordered values
of the null model.
We define the null model as the simplest possible
classifier for a given data set. A natural choice as the
null model is the empirical classifier, which uses only
the class prior information to make predictions and ignores any information from the attributes. If the proportion of class c is p in the training set, and the validation set contains m cases, then the empirical classifier

The evaluation of machine learning algorithms is
commonly based on statistical significance tests. However, the suitability of such tests is often questionable.
We propose null QQ plots as a simple yet powerful
graphical alternative to significance testing. Using ten
benchmark data sets, we demonstrate that these plots
concisely summarize the essential results from a comparative classification study, while they are easy to produce and interpret.

1. Introduction
The evaluation of classifiers plays an important role
in machine learning. Statistical significance tests are increasingly used for this purpose [2, 4]. However, the rationale of such tests and the difficult interpretability of
their p-values have been criticized for several decades
[5]. Many critical voices have therefore called for a discontinuation of statistical significance testing in other
scientific domains [3, 7, 10], but so far these voices have
been largely unheard in machine learning. Hence, alternatives to significance testing are urgently needed [2].
Here, we present such an alternative: null QQ plots.
These plots convey the essential information from a
comparative classification study while they are easy to
produce and interpret. In contrast to significance tests,
these plots keep the focus on the magnitude of performance and therefore allow a more meaningful comparison of classification performance.
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Null QQ plots
The quantile of a distribution is defined as
Q(p) = F −1 (p) = inf{x : F (x) ≥ p},

(1)

where 0 < p < 1, and F (x) is the distribution function
[6].
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Null QQ plots have several attractive properties.
First and foremost, they can be very easily produced and
intuitively interpreted – to be widely applicable, tools
should be simple. Second, we can readily see the essential information, such as the range and mean of the performance values. Third, null QQ plots can depict the results of several models in one diagram, thereby allowing
a direct comparison. Fourth, null QQ plots can be used
for any resampling scheme, any performance value, and
any null model. Fifth, null QQ plots can show outliers.
For example, suppose that in the introductory example,
B performed worse than A in only one cross-validation
fold. Then this value of B would fall below the corresponding value of A in Figure 1. We could then inspect
the makeup of the data subset, which might give interesting insights into why A could perform better than B
in that particular cross-validation fold.
Figure 1: Null QQ plot for the introductory example.
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will classify mp random validation cases as members of
class c.
We regard the empirical classifier as the minimal
hurdle that any reasonable classifier should be able to
take. An advantage of the empirical classifier as null
model is that the plot then shows how much the “real”
classifiers have learned beyond the information merely
contained in the class distribution.
The 45◦ line in Figure 1 has now an intuitive interpretation: the farther above a classifier’s results are located, the more that classifier has learned. We refer to
this line as the null line. A classifier whose results fall
along the null line (or just slightly above) may not be
judged suitable for the given classification task.
The deviation of a classifier’s result from the null line
is an intuitive measure of how much better a classifier is
in relation to the null model. Let xi denote the sample
of k ordered performance values of a classifier i, xi =
(xi1 , xi2 , ...xik ) , and let xnull denote the corresponding
sample of the null model. The signed root mean square
deviation,
v
u k
u1 X
sRMSD = sign(d)t
(xij − xnull,j )2 ,
(2)
k j=1

Experiments and results

We analyzed ten data sets from the UCI repository [1]. The data resampling scheme was 100 times
repeated 10-fold stratified cross-validation. We used
naive Bayes learning, random forests, and classification
and regression trees (CART). All experiments were carried out in R 2.10.1 [9].
Table 1 shows the resulting sRMDS. For the Sonar
data set, for example, random forest is about twice as
good as the naive Bayes classifier.
Table 1: sRMDS of the classifiers for the ten data sets.
Data set
Sonar
Ionoshpere
Tic-tac-toe
Spect
Transfusion
Heart
Pima
Titanic
German
Chess

Naive Bayes
0.17
0.29
0.15
0.12
0.12
0.33
0.21
0.22
0.17
0.38

Random forests
0.34
0.40
0.45
0.14
0.12
0.33
0.22
0.22
0.18
0.49

CART
0.21
0.34
0.37
0.15
0.15
0.30
0.20
0.22
0.16
0.47

Figure 2 shows the null QQ plots. For the Sonar data
set, the performance values of only random forest are
well above the null line; therefore, only this model may
be suitable. The values for the naive Bayes classifier
mostly overlap with those of CART, but the difference
between these two models is certainly not of any practical relevance. The null model achieved relatively high
accuracies, between 0.6 and 0.9. This can be explained
by the imbalance in class distribution: the class ratio is
21:79; thus, the expected accuracy of the null model is

is then a measure of this deviation, where sign(d) is the
sign of the difference d between the average of the values in xi and xnull . A negative sign indicates that a classifier performs worse than the null model on average.
This measure is also useful to compare the individual
classifiers with each other. In Figure 1, B has learned
about twice as much as A did, which is reflected in the
0.31
ratio of the corresponding sRMSD values, 0.15
≈ 2.1.
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0.67, which is confirmed by the experimental value of
0.68 ± 0.06.
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For the Ionosphere data set, random forest performs
slighlty better than CART, which performs slighlty better than the naive Bayes classifier. All three models
might be regarded as suitable for this data set. For
the Heart, Pima, Titanic, and Chess data set, all three
models perform essentially the same and better than the
null model. For the Tic-tac-toe data set, random forest performs better than CART, which performs better
than the naive Bayes classifier. Both random forest and
CART perform substantially better than the null model.
Whether the naive Bayes classifier is suitable for the
Tic-tac-toe data set is debatable, given that it is so close
to the null line. For the Transfusion data set, all three
models perform essentially the same; however, the values are very close to the null line, so we may question
whether any of these classifiers is indeed suitable for
this data set. We make a similar observation for the
Spect and German data set. If we wished to advocate
the use of, say, random forest for any of these three data
sets, then we would need to explain convincingly why
the marginal difference from the null model justifies the
costs associated with the development of this classifier.

Despite their known intrinsic problems [3, 7, 10],
significance tests currently dominate the evaluation of
machine learning algorithms [2]. One reason may be
that alternative evaluation tools are largely missing.
Here, we proposed null QQ plots as a simple graphical
alternative.
Two key characteristics distinguish the evaluation
based on null QQ plots from the evaluation based on
significance tests. First, the plots help us keep our focus on the effect size – the magnitude of performance –
whereas significance tests conflate the effect size with a
measure of its precision into a single scalar, the p-value
[2, 3]. Inferences based on p-values can therefore often
be misleading [2, 3, 5]. Second, the plots put the performance of the classifiers in relation to a null model.
By assessing the difference from this null model, we
can judge whether our classifiers are suitable for the
task at hand. Two classifiers may be equally good or
equally bad for a given task; significance tests, however, are blind to such an absolute point of reference.
For example, we might observe that no significant difference exists between two classifiers, but we cannot
judge whether both are equally good or equally bad. If
we do obtain a significant difference, then we still cannot decide whether the winning classifier is in fact substantially better than the null model.
As shown in our experiments, the conclusions based
on null QQ plots can be quite different from those based
on significance tests. Null QQ plots are therefore recommended to complement significance tests.

Now, what conclusions would we draw on the basis of significance testing? If we apply the Friedman
test [4], then we obtain a p-value of 0.02 and therefore reject the null hypothesis that all classifiers perform
equally. The Nemenyi post-hoc test tells us that a significant difference exists only between random forest and
naive Bayes. These results, however, obscure the fact
that for at least two data sets (Spect, Transfusion), our
classifiers do not even perform substantially better than
the null model.

Discussion and conclusions
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Figure 2: Null QQ plots of the three classifiers.
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